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1. Basic board materials
1.1. Introduction
Under this title we are considering the main materials of which a printed circuit board is made.
Whole books have been written about the choices available, but to give too much information
immediately would confuse! We are therefore restricting our focus to the main laminates that you
will encounter in commercial and professional electronics, two materials which share an FRdesignation, in that they are Fire Retardant:
FR-4 laminates are constructed on multiple plies of epoxy-resin impregnated woven glass cloth. FR4 is the most widely used material in the printed circuit board industry because its properties satisfy
the electrical and mechanical and thermal needs of most applications, and its performance can also
be adequate for high-technology requirements. FR-4 is used in aerospace, communications,
computers and peripherals, industrial controls, and automotive applications. Actually translucent,
FR-4 is normally thought of as green in colour, the colour coming from the solder mask on the
finished board.
FR-2 laminates are composed of multiple plies of cellulose (‘Kraft’) paper that have been
impregnated with a flame-retardant phenolic resin. FR-2 laminate is less expensive than FR-4, and
the cost difference becomes even greater for the finished board, because holes and profile can be
created by punching. FR-2 is typically used in applications where tight dimensional stability is not
required, such as in radios, calculators, toys, and television games. FR-2 is an opaque brown in
colour.
For both materials, we will be looking at a conductive foil of copper: virtually every circuit board
uses this material, although there will be differences in the final surface finish.
The board consists of resin, reinforcement, copper foil, and of course a lamination process. Although
broadly similar to the manufacture of multilayer boards, the production of base laminate is generally
carried out by specialists, who supply board fabrication houses with process blanks. ‘Rolling your

1

own’ laminate is a possibility, but one that few will consider – there are already quite enough
variables in the process!

1.2. The basic process
The overall process1 is outlined in Figure 1: whilst this is for making FR-4, the configuration of the
process for making FR-2 only varies in its use of a horizontal curing oven.
1

There are some good illustrations of the materials and process involved in laminate manufacture
starting at http://www.ilnorplex.com/manufact.htm

Figure 1: The laminate manufacturing process in outline

Schematic of process and materials used in laminate production
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For both laminate types, the reinforcement is impregnated with ‘varnish’, a low-viscosity mixed
resin system ready to be presented to the treater. As the materials are thermosets, some preliminary
polymerisation is often produced by ageing. Important factors with varnish are:



the time that it takes to gel2
its viscosity, which must be maintained throughout the run.
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There is a finite period of time during which the resin remains fluid enough to flow freely, after
which its average molecular weight advances to the point at which we say it has ‘gelled’
With FR-2, varnish is applied to the paper, on one or both sides; for FR-4, the glass cloth is dipped
in varnish; for both the next stage is to evaporate the solvent, and partially cure the resin. The
objective is to generate a sheet that is not tacky but is still in the B stage.
The dried impregnated fabric, which can range from very flexible to very rigid, is cut, stacked and
pressed. ‘Books’ of laminates are pre-built with the right number of layers to give the correct final
laminate thickness after pressing. Copper foil is applied to one side, and the composite is
sandwiched between stainless steel press plates. As with multilayer lamination, the number of
laminate books in a single press ‘opening’ will depend on the physical dimensions of the opening,
the capacity of the hydraulic system, and the thermal profile needed. A typical cycle is 35 bar/175°C
for 1 hour, but pressures can range as high as 200 bar, with temperatures to 300°C.

1.3. The laminating resin
Some of the key properties of a material that will determine which laminating resin is chosen are:







operating temperature
coefficient of thermal expansion
dielectric constant
water absorption
thermal conductivity
flexibility

For the first part of this unit, we are deliberately looking at just two resins, but these are different in
performance as well as chemical structure. Key differences between the two are their maximum
continuous working temperature and insulation resistance.
For a laminate the maximum continuous working temperature is around the value of the glass
transition temperature of the impregnation resin. For FR-2, this is typically 105°C; for FR-4, in the
range 130–140°C. Whilst these temperatures are not the maximum temperatures which the laminate
will survive in the short-term, of these two laminates only FR-4 will withstand reflow soldering
conditions for one/two cycles, and even FR-4 would degrade after repeated exposure.
Phenolics also have a low insulation resistance. Coupled with their greater water absorption and
sensitivity of electrical properties to humid environments than epoxies, the use of phenolics has
generally been restricted to lower-cost paper-based applications.

Phenolics
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Developed by Baekeland and Thuslow in the early 1900s, the products formed by the condensation
of phenols with formaldehyde were sold as Bakelite and Novolac. Phenol-formaldehyde resins
(phenolics) were the first thermosets to be used for electrical laminates because they are easy to
process and have good resistance to heat and chemicals.
Phenolic resins are thermoset materials produced by a condensation reaction between phenol and
formaldehyde: the polymer grows by combining two large molecules and releasing a third small
molecule, usually water. Depending on the product formulation, a curing agent may be used.
In alcohol or aqueous solution, phenolic resins will penetrate and saturate paper and similar
materials, cross-linking throughout the reinforcement after thermal exposure to provide the desired
mechanical strength, electrical and thermal properties, and chemical resistance.
Plasticised phenolic resin, with flame-retardant additive, is usually the lowest cost option, but has
limited performance and temperature range.

Epoxies
Even more than with FR-2, there can be
considerable variation in the resins used in
making FR-4 laminates. Most of them are
epoxies and modified epoxies, but this term
covers a wide range of materials.
The simplest version shown below, the
result of the reaction of epichlorohydrin
with bisphenol A, is difunctional – if you
don’t remember what ‘functionality’ means then look at Polymer basics.
In order to make the resin flame retardant, a substantial proportion of tetrabromobisphenol A is
incorporated.
As with phenolics, inert fillers are used to modify the properties of the compounded polymer, and
these are usually silane treated to provide a good bond to the resin. One property likely to require
modification when resins are used to make thin laminates, is the transmission of ultraviolet light.
‘UV blockers’ prevent interference between patterns being exposed on opposite sides of inner layers,
and are commonly added to most laminates.
Difunctional resins have adequate properties for many applications, especially in simple two-sided
circuit boards. However, they have shortcomings as regards low glass transition temperature, with
excessive Z-axis expansion and poor resistance to chemicals and moisture. Typically these resins can
be improved by adding more cross-linking and this is often done by adding epoxy novalacs. Whilst
these increase the level of cross-linking and give higher Tg products, with better chemical and
moisture resistance, care has to be taken less the materials have lower flammability resistance and
become more brittle.
Epoxy resins are the most commonly used materials, because of their good mechanical and electrical
properties. From the board manufacturer’s perspective, epoxy resins are generally relatively
inexpensive, and they:
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dissolve readily in safe and inexpensive solvents, so are easy to use for impregnating
adhere well to both copper foil and electroless copper
bond well to glass fibre finished with epoxy-silane
drill easily (bits are deflected by the glass fibres, rather than the resin)
can be formulated to be flame-retardant.

Note that the term ‘epoxy’, which describes the type of chemical bond, covers a range of materials
with widely differing characteristics and costs. The simplest epoxies are ‘difunctional’ blends,
manufactured by reacting epichlorohydrin and bisphenol A with flame-retardant additive: such
resins are adequate for most double-sided boards.
For more demanding applications, electrical, chemical and moisture resistance properties can be
improved by adding more cross-linking to the system, by incorporating ‘tetrafunctional’ or
‘multifunctional’ epoxies. However, this may make the material more brittle and less flame
retardant.
These multifunctional materials/blends were developed to fill the niche between lower-cost regular
epoxies and high-performance resins, and give an extended operational temperature range at lower
cost than polyimide.

1.4. Alternative board materials
Resin types
The phenolic-paper and epoxy-glass laminates which come under the generic NEMA descriptions of
FR-2 and FR-4, materials have been described in some detail under Basic board materials, although
it must be emphasised that these terms are used of two groups of laminate materials which vary
greatly between suppliers. However, any base laminate consists of resin plus reinforcement, and its
properties are determined both by the materials and their ‘lay-up’.



The choice of resin binder affects chemical and environmental performance as well as
electrical and mechanical properties.
More is said about lay-up, particularly as it relates to FR-4 materials, in Geoff Layhe’s
booklet Multilayer bonding – what’s it all about.

The first two resins summarised in this section are by far the most widely used, but other materials
and mixtures of materials are continually being introduced for specialist applications. Also, although
it is usual to employ a single resin system in any construction for ease of process control, different
types of resin can be combined within a single multilayer board.

BT resins
BT resins are heat-resistant thermosets, made of bismaleimide triazine resin, co-reacted with epoxy,
to give a resin system with some flexibility. The proportions in the blend are varied to produce
different properties: a resin with 10% bismaleimide by weight is used for general purpose circuit
boards, as it has a similar curing temperature to epoxy resins.
The enhanced heat resistance of BT resins comes from their ring structure rather than increasing the
density of cross links. This means that they have relatively good bond strength and are less brittle
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than epoxies. BT resins also have a low proportion of polar groups, giving lower dielectric constant
than FR-4, low loss, low dissipation factor, and excellent insulation resistance after moisture
absorption: in humid conditions, their service life is several times that of conventional glass epoxy
boards.

Polyimide
Where FR-4 has too low an operating temperature, there are other materials with similar
constructions, reinforced with multiple plies of woven glass cloth, but using different impregnation
resins. Polyimide resins have long been used1 for severe applications, because they have high
operating temperature ratings (250–260°C), good thermal conductivity (twice that of FR-4), and low
CTE at up to soldering temperatures. They are favoured by military users as they will withstand the
thermal stress of multiple repair cycles.
Under the trade name Kapton®, polyimide was first commercialised by DuPont in 1965, initially in
film form as insulation for motors and wires and as high-temperature pressure-sensitive tape.
1

The main disadvantage is their high cost, but polyimides also tend to absorb water, causing changes
in electrical properties. For the fabricator, polyimides are difficult to work with, especially in multilayer processing. Whilst their high glass transition temperature virtually eliminates drill smear
caused by heat during the drilling process, polyimide materials have a lower inter-laminar bond
strength than epoxy systems, so care has to be taken when drilling and routing.

Cyanate ester
Cyanate ester resin systems have good electrical properties and thermal performance, and are
designed to have a lower dielectric constant than both epoxy and polyimide. Although costly, they
are a cheaper alternative to polyimide for operation at up to about 220°C. Based on triazine,
cyanate ester systems usually contain a small amount of epoxy to aid cross-linking. They are
reported as tending to be tougher, offer better adhesion, and be easier to process than some of the
alternatives. However, moisture absorption is a serious problem both in board fabrication and
during population and soldering, causing delamination in all operations above 100°C. “Most
fabricators do not relish manufacturing boards with this material”.

PTFE
Fluoropolymers, such as DuPont’s Teflon®, offer the lowest dielectric constant (2.0) of all normally
available resin systems, and form the main component in many special microwave composites.
Unfortunately, the resin itself is quite soft, has a high CTE, and requires special preparation in order
to get acceptable levels of adhesion. This last is not surprising, since PTFE is used to make non-stick
coatings!

Thermoplastics
All the resins listed so far have been thermosets, but some thermoplastics are also used in printed
circuit assemblies:
Polyethylene terephthalate (PET), commonly referred to as ‘polyester’, is used in low-cost, highvolume applications such as membrane touch switches and automotive behind-the-dash cluster
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circuits, mainly where leads are attached mechanically, rather than by soldering, and the board is
not subjected to high temperatures. FR-6 is an example of a polyester laminate.
Poly Ether Sulphone (PES) is an example of a material which is sufficiently stable at high
temperature for use in soldered electronic assembly, either as a conventional board or as a three
dimensional moulding.

Resin choices
The choice of polymer used to form the dielectric and prepreg layers has a major influence on the
electrical, thermal, mechanical and environmental performance of the board. It is however only one
of the influences, since the data from which Table 1 was complied related inevitably to completed
laminates, rather than the resins themselves. When you research values for laminate parameters, bear
in mind that often those quoted will be for copolymers, such as BT epoxy, rather than straight resins,
and the inclusion of additives may have substantial effects on the dielectric properties.
Even more important for many users is the effect that differences in raw material costs and
processing issues have on the final price of the board! The price and performance properties of the
most common resin materials used are compared in Table 2, which was compiled from BS6221: Part
22: for all but the phenolic-paper laminate, woven glass fibre is used for the reinforcement.

Table 1: Properties of various resins in laminate form collated from different
tables in Jawitz 1997

Tg (°C)
dielectric constant at
1MHz
dissipation factor at
1MHz
Z-axis CTE ppm/°C
Moisture absorption
(%)

di-fnct.
epoxy
130

tetra-fnct.
epoxy
155

multi-fnct.
epoxy
180

BT
epoxy
210

cyanate
ester
240

poly
imide
260

4.5

4.6

4.4

4.1

4.1

4.2

0.025

0.025

0.025

0.015

0.01

0.02

60

60

55

50

50

50

0.70

0.06

0.60

0.10

0.50

0.90
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Table 2: Relative cost and performance of common PCB laminate materials
Note the differences in CTE through (Z) and across (X-Y) the laminate
Resin
Phenolic Epoxy Polyimide Polyester Silicone
-reinforcement
-paper
-glass
-glass
-glass
-glass
0.5
1.0
5.0
0.75
5.0
Relative cost
9
59
30
12
13
Flexural strength
Max. operating
100
120
250
110
200
temperature
Relative water
80
40
70
40
1
absorption
16
14
12
CTE X-axis
180
60
150
CTE Z-axis
4.8
3.8
4.4
4.5
4.2
Dielectric constant

PTFE
-glass
8.0
64

MPa

340

°C

Unit

100
20
260
2.2

µm/m/°C
µm/m/°C

Caution: Remember that the cost guidelines in Table 2 are just that; rough guides to relative
pricing. They should not be relied upon for accurate estimates, as prices are volume-related and also
very sensitive to many aspects of design.

Activity
If you ever need a high-temperature material, you will probably make a choice between resin
systems based on either multifunctional epoxies or polyimides.
Carry out a web search to give you more information to inform your choice for a military
application requiring an eight-layer board with worst-case local surface temperatures during
operation reaching 170°C.
compare your answer with this one

Resin system choices
The specification sheets for many multifunctional epoxies (FR-5, for example) show that they may have
glass transition temperatures in the 170–180°C range, but may not be fully characterised above 150–
165°C. Uncompounded polyimide materials, on the other hand, have values of Tg above 250°C, and may
safely be used.
Much depends on the exact requirement: “worst-case local surface temperatures during operation
reaching 170°C” may mean anything from “at most 5 minutes during the whole of life” to “substantial
proportions of each day”. Also, the temperature quoted may be more or less conservatively estimated.
For example, has account been taken of what would happen if the filter on the cooling fan became
clogged?
Cost is generally a less significant issue for a military application than for a commercial client, but
polyimide will certainly be the more expensive option, compared with epoxy, not least because
processing is less routine and the requirements more stringent. There may be some issues over poorer
demonstrated flame retardancy compared to epoxies.
With an eight-layer board, one would need to be aware of the potential for excessive resin flow, and the

8

need for careful control of heating rate during lamination to achieve consistency of flow and thickness.
Where available, low-flow prepregs are desirable.
Other fabrication issues are that:


Prepreg must be thoroughly dried before lamination, preferably by an extended vacuum
bake, to avoid significant deterioration of the quality of inner layer bonding



The needle-like structure of conventional black oxide does not survive internal shear forces
caused by thermal stress, leading to inner layer bond failure, so the thinner ‘brown oxide’
treatment is required



High temperature cures are necessary to achieve optimum material properties



Only plasma or permanganate desmear/etchback processes are effective on polyimide.

Although not mentioned in the question, during your reading you may have come across BT resin
materials, with intermediate values of glass transition temperature, good humidity performance (a
parameter often attractive to military users) and lower permittivity and loss. Certainly. at this
comparatively low temperature, one would consider BT as a possible material, and might also consider
polyimide blends, with a lower Tg, but cheaper and easier to fabricate.
If nothing else, we hope that this question will have made the point that you need to consult widely when
choosing the most cost-effective and best-performing laminate for your application. The range of options,
combined with substantial variations in claimed performance and differences in processes and quality
problems, are all reasons why many conservative end-users (such as military customers) choose to remain
with well-proven materials, despite their limitations and higher costs.

1.5. The reinforcement
Kraft paper
The original laminates used for punching, FR-1, FR-2 and FR-3, are all based on cellulose-based
paper. This is made using wood pulp fibre, and is not bleached. It often goes under the name of Kraft
paper (German for ‘strength’). The FR-2 laminate, most commonly single-sided, is made with Kraft
paper saturated with a plasticised phenolic resin. A 1.57 mm typical FR-2 laminate comprises four
layers of cellulose paper/resin and one layer of
adhesive-coated copper foil.
You will know from other life experiences that wet
papers aren’t very strong, so few are impregnated
with the vertical treatment equipment that was
illustrated in Figure 1. Instead a horizontal treater is
used, as shown schematically in Figure 2.
Figure 2: Horizontal treater for impregnation

Glass fibre
As with resins, glass fibre is a very variable material as regards quality, performance and cost.
However, all fibres start with the mixing and melting of raw materials to form molten glass, the
formation of filaments by extrusion, the application of a surface coating (sizing), and winding and
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twisting into yarn. From that point, the material may be chopped into strands, or, as in the case of
FR-4, woven into cloth.
As you will have expected, silicon dioxide in the form of sand is a major component of most glasses.
A number of different glass compositions are used for laminates, of which E-glass is the main
runner. This contains 52–56% silica, 12–16% alumina, 5–10% borax, 15–25% lime, and variable
amounts of other materials.
Figure 3: Section through resist, track and
laminate, showing the woven structure of the
reinforcement

The glass fibre gives the laminate most of its
strength, so resin content should be kept to a
minimum. However, sufficient resin has to be used
to fill all the spaces between the fibres, as voids lead
to unreliability. The amount of resin needed will
depend on the weave pattern and count, on the filament diameter and twist, and on the way lay-up is
carried out. With coarse plain weaves laid up by hand, 36–38% of resin may be needed, whereas
types with less twist in the yarn may give a strong board with only 25% resin.
Typically prepreg materials for multilayer manufacture will be relatively ‘rich’ in resin. However,
whilst this makes the process less critical, it also creates difficulties in getting accurate values of
dielectric thickness, because the resin squeezes outwards during lamination.

Composite materials
When we looked at laminates based on paper, you will have noticed that these are substantially
cheaper, but have performance limitations. For example, they are not compatible with through-hole
processes. They are, however, much easier to punch and drill; the comparative difficulty with woven
glass coming both from the brittle and abrasive nature of the glass, which quickly blunts press tools
and bits, and from the woven structure, drill bits tending to be deflected by the glass fibres
themselves or by the non-flat surface finish.
Fortunately, it is possible to create ‘composite electronic materials’ (whence ‘CEM’) which combine
some of these desirable properties, and create reduced-cost products with comparatively good
performance. For example:
CEM-1 has a paper core and surfaces of woven glass cloth, all impregnated with epoxy resin. This
construction gives CEM-1 punching properties similar to those of FR-2, but with an environmental
performance nearer to that of FR-4.
CEM-3 is similarly impregnated with epoxy resin and has woven glass cloth surfaces, but its core of
non-woven matte fibreglass is more compatible than CEM-1 with through-hole plating. CEM-3 is
much more suitable than FR-4 for punching and scoring, and its smoother surface gives better fineline capability.
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CEM-3 in particular is something that you are likely to come across as a cost-reduced substitute for
FR-4 in applications such as home computers, car electronics, and home entertainment products.
‘Improved’ CEM-3 materials are becoming nearer to FR-4 in properties, but with slightly higher
CTE and lower flexural strength.

1.6. Selecting a laminate
Before selecting the material most suitable for the intended application, it is important both to
appreciate the wide variety of types of laminates that are available and to understand how they are
made, where they are used, and the advantages and disadvantages of each.
In Table 3 we have listed the most common of these copper-clad laminates, with descriptions and
comment about each. It must be remembered, however, that all are generic types, and in consequence
there are considerable variations in cost and performance within each category. For example,
variants of FR-4 may vary very widely in glass transition temperature.

Note
Beware: most of these designations, but particularly CEM-3 and FR-4, are generic descriptions
which embrace a range of different materials from different manufacturers!
In the tables, we have used the most common (NEMA) descriptors for the general-purpose laminates,
even though you may well have to specify them by their IPC-4101 or BS EN 60249 descriptions, as
explained in the section of Properties of laminates.

Table 3: Laminate designations and materials
resin

reinforcement
woven non-woven flame
Grade epoxy polyester phenolic paper
glass glass
retardant

·
·

XXXPC
FR-2
FR-3
CEM-1
CEM-3

·
·
·

FR-4
G-11
FR-5

·
·

·

FR-6
G-10

·
·
·
·

·
·
·
·

·
·
·
·

·
·

·
·
·
·
·
·
·

Table 3 has tabulated the construction of each of these common materials; Table 4 describes what
they look like, their principal characteristics, and what typical applications are.
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Table 4: Selected laminate descriptions and applications
Grade
Colour
Description
XXXPC Opaque brown Punchable at or above room temperature
Opaque brown Punchable
FR-2
Major advantages are relatively low cost and good electrical and punching qualities, so FR-2 is
typically used in consumer applications where tight dimensional stability is not required, such as
radios, calculators, toys, and television games.
Opaque cream
Punchable cold; high insulation resistance
FR-3
Higher electrical and physical properties than the FR-2 but lower than those of epoxy laminates that
have woven glass cloth as a reinforcement. Used in consumer products, computers, television sets
and communication equipment.
Epoxy resin paper core with glass on the laminate surface, composite
Opaque tan
CEM-1
mechanical characteristics of glass.
Punchability is similar to FR-2 and FR-3, but with better electrical and physical properties. Used in
smoke detectors, television sets, calculators, and car and industrial electronics.
Translucent
Punchable, with properties similar to FR-4
CEM-3
Similar to CEM-1, but more expensive, and better suited to through-hole plating. Used in
applications such as home computers, car electronics, and home entertainment products, where it is
a cost-reduced substitute for FR-4. Compared with FR-4, the material is much more suitable for
punching and scoring, and its smoother surface gives better fine line capability. ‘Improved’ CEM-3
materials are nearer to FR-4 in properties, but with slightly higher CTE and lower flexural strength.
Opaque white
Designed for low-capacitance or high-impact applications
FR-6
Translucent
General purpose
G-10
Translucent
Epoxy-glass with self-extinguishing resin system
FR-4
A good blend of electrical, physical, and thermal properties make FR-4 the most widely used
material for aerospace, communications, computer, industrial controls, automotive and hightechnology applications.
Translucent
Retains strength and electrical performance at elevated temperatures
G-11
Translucent
Retains strength and electrical performance at elevated temperatures
FR-5
Uses multifunctional epoxy resin to give a glass transition temperature of 150-160°C. Used where
higher heat resistance is needed than is attainable with FR-4 but not where the very high thermal
properties of polyimide materials are needed.

Materials for high-frequency applications
Materials with lower values of permittivity are increasingly needed for high-frequency applications.
Figure 1 plots both permittivity and loss characteristics for a range of materials, from which it can be
seen that lower values and losses than conventional epoxy-glass boards are really only available by
using laminates based on cyanate esters or PTFE.
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Figure 4: Permittivity and loss
characteristics for a range of
laminate materials

The most common high-frequency
materials are made from PTFE
mechanically reinforced by glass
fibre to improve mechanical
stability and reduce cold flow of the
material.
However,
woven
reinforcements tend to produce
anisotropic dielectric properties, so
randomly distributed short microfibres are used to give better
results. Improved dimensional
stability and thermal conductivity is
sought by adding ceramic fillers to
the micro-fibre reinforcement.

Activity
Of the alternative materials to FR-4, in all its various grades, the laminates you are mostly likely to
encounter are those intended for high-frequency applications, and typically built around a fluoropolymer
resin.
Browse the web sites of some manufacturers of high-frequency laminates, such as Arlon
(http://www.arlon-med.com/), Rogers (http://www.rogers-corp.com/) and Taconic (http://www.taconicadd.com/en/), and try and establish:




the materials and methods by which these laminates are constructed
the high-frequency benefits of these laminates compared with epoxy-glass laminates
what non-standard processes your fabricator might need to use

what quality, cost and reliability issues your fabricator might face.
compare your answer with this one
Laminates for high-frequency applications
Typically fluoropolymer laminates have a main reinforcement of glass fibre, but this is normally random
matte rather than woven fabric, in order to improve the consistency of dielectric performance. Most also
contain ceramic fillers to modify the permittivity. Note that the permittivity of the base resin is low (of
the order of 2.0), and the higher dielectric constant of the laminate is due to the combined effect of the
reinforcement and fillers.
Compared with epoxy-glass laminates, fluoropolymers have:
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a lower dielectric constant that exhibits virtually no change with frequency



lower standard deviations within a sheet for both dielectric constant and thickness



a very low loss tangent, especially at microwave frequencies.

By contrast, epoxy-glass thermoset systems have dielectric constants that vary with frequency, with a
higher loss tangent, and tend to flow on pressing, leading to variations in dielectric thickness.
The reported severity of processing problems with fluoropolymer laminates depends on who is
reporting! Certainly care has to be taken to avoid both mechanical scrubbing when cleaning and
smearing during drilling (use sharp drills!), because the resin is comparatively soft. Also, hole walls have
to be treated within a short interval before plating either using a plasma or special chemical process
(such as a sodium naphthenate etch). Higher temperature processing is also required for pure PTFE
laminates.
Fluoropolymer laminates are considerably more expensive than FR-4, typically 5-9 times more expensive.
As regards quality and reliability issues:


Depending on the fillers/reinforcement used, fluoropolymers may exhibit poor dimensional
stability and creep



Some fluoropolymer laminates will expand slightly (of the order of .04%) after removing
surface copper, and this has to be compensated for by shrinking inner-layer artwork



Some materials are limited to a restricted number of layers (perhaps as few as four)
because of their high Z-axis CTE.

On the positive side, fluoropolymer laminates have excellent resistance both to high temperature and to
humidity.

1.7. Properties of laminates
Process compatibility
For our products we are looking to use laminates that have the correct electrical, mechanical and
thermal properties, but also sufficient chemical resistance (primarily to withstand the fabrication and
assembly processes), humidity resistance (for an extended life) and fire retardance (to meet
commercial and legal requirements).
These parameters are affected by the manufacturing method, structure and materials. For example:



The thickness of the individual layers, the makeup of the reinforcement in each layer, and the
overall thickness of the board, all affect its mechanical characteristics
The resin type and formulation affect the laminate’s electrical characteristics and its chemical
resistance and fire resistance.

A specification sheet for a laminate is an extended document! Good examples of the genre are the
BS EN 60249 specifications for generic FR-2 and FR-4 materials. These specify:
Electrical properties



resistance of foil
SIR1 and volume resistivity after damp heat testing
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SIR and volume resistivity at maximum rated temperature
dielectric constant and dissipation factor after damp heat testing
corrosion at surface and edge.

1

Surface Insulation Resistance is a measure of the unwanted conductivity across the surface. How
this is often measured is described in the context of flux in How joints are made
Non-electrical properties of the clad sheet





surface finish (allowable level of imperfections)
thickness tolerance (doesn’t apply to the outer 25 mm of the sheet)
bow and twist (related to thickness and panel dimension)
peel strength of the copper foil bond (initial and after simulated processing).

Non-electrical properties of the laminate after removal of the copper





appearance of the base material
flexural strength
flammability
water absorption.

There are also requirements for packaging and marking, and recommendations for choosing which
acceptance tests will be carried out by the purchaser of the material.
At this point, if you have time, we would recommend you to take a look at typical specifications, and
see the extent to which they contain comparable information. One suitable site which lists a range of
laminate materials is http://www.isola.co.uk/: look under ‘Products’.
There are minor variations between test specifications from different institutions, but a very
convenient source, and one we often make reference to, is the IPC-TM-650 Test Methods Manual.
All the tests in that manual can be downloaded without charge (though as separate .PDF files) from
http://www.ipc.org/.
In the remainder of this part and the next, we are reviewing these properties in generic terms, looking
in more detail at design, test and application aspects, but specifically focussing on FR-2 and FR-4
laminates. A wider range of materials will be discussed in the final part of the unit More about board
materials.
Physical
and
characteristics

mechanical

Figure 5 is an attempt to pull together the
important physical and mechanical issues for
a board design, looking at all aspects other
than the thermal and electrical characteristics,
which are considered separately.
Figure 5: Physical issues for PCB design
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Glass transition temperature
As the temperature of a laminate passes through its glass transition temperature (Tg, sometimes
referred to as ‘T sub g’), molecular bonds begin to weaken, and the resin changes from a ‘glassy’
state to a more random ‘rubbery’ state. The transition is fully reversible– as with water turning to ice
and back again – and the only permanent change that will take place is if the ‘rubbery’ material is
allowed to distort, and then ‘sets’ in this position when cooled.
The ‘phase transition’ phenomenon, which is seen in a wide range of materials, both thermoset and
thermoplastic, is accompanied by changes in both dimensional stability and a range of properties.
Exceeding Tg is typically accompanied by substantial increases in CTE, reduction in flexural strength
and changes in electrical properties, and for this reason Tg is often regarded as being synonymous
with maximum operating temperature.

CTE
As explained in Coefficient of Thermal Expansion why materials change dimensions in response to
changes in temperature, and we have just seen that polymeric materials which exhibit glass transition
have different values of CTE depending on whether the measurement is taken above or below Tg.
For reinforced materials, there will also be differences along the different axes, as a result of the
reinforcement being in the plane of the laminate (the X/Y plane).
Typically, laminates have similar CTE in X and Y directions, corresponding to the warp and weft
directions of the woven material. However, this results from conventional weaves having broadly
similar constructions in both directions, and is not necessarily the case. However, in the Z axis
(through the thickness of the material) there is no constraint on TCE as a result of the reinforcement.
As a result, the Z-axis CTE may increase substantially above Tg, and the expansion and contraction
that occur with changes in temperature can lead to deformation in the through-holes and stress on the
surface pads. Over time, thermal cycling can fatigue the through-hole and cause failure by separation
of the conductor from the hole wall or cracking of the conductor within the barrel. This is the reason
why attention is paid to creating a plated layer of sufficient ductility.
The CTE is a function of the materials used and the volume percentage of these materials. The key
factors, particularly in Z-axis expansion, are the performance of the resin system, and the resin
content of the laminate, as resin systems have relatively high CTE compared to reinforcements.
Using more fillers will depress CTE; ‘resin-rich’ systems will tend towards higher values.
We shall be saying more in later units about the impact of Z-axis expansion on through-hole
reliability, but be aware that expansion in the plane of the laminate also becomes important when
large components are attached to the surface: differences in CTE between board and component can
compromise the reliability of the bond.
A topic we will return to in Technology Awareness is that of controlling CTE in the X/Y plane in
order to improve the reliability of certain structures. One way of lowering the CTE, and making it
more compatible with silicon and ceramic materials, is to change the foil from copper (CTE ~17
ppm/°C) to a material of lower CTE. The most common replacement foil is a sandwich construction
with copper outside and invar inside. Invar is a 36% nickel-iron alloy whose CTE is less than
1.3x10–6/°C over the range 20–100°C, and very low over the range –100°C to +200°C. Invar is
commonly used in applications such as CRT shadow masks, and was the forerunner of a family of
controlled expansion nickel-iron alloys used in bimetallic strips and thermostats. For more details,
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search for "invar" at http://www.azom.com. Having a copper surface makes the material compatible
with normal PCB processing – the thickness of the skin on standard CIC foils is either 12.5% or 20%
of the overall thickness.
Mechanical requirements
In the previous part we have already discussed machinability from the point of view of punching as
against drilling, and seen how paper-based materials are more suitable for punching than are those
containing woven strands of glass. Ease of punching can be improved by carrying out the operation
on a warmed laminate, but care still has to be taken to specify a punchable grade where this is the
intended method of profiling or creating holes.
The presence of woven strands of glass can also impact on the drilling process, both deflecting small
diameter drills (reducing the allowable stack height) and reducing bit life through abrasion. The
optical characteristics of the glass fibre also make it difficult to adopt the alternative approach of
laser-drilling vias. Nevertheless, woven glass continues to be the most commonly specified
reinforcement, because it combines reasonable ease of processing with adequate robustness and low
cost.
An important characteristic for metals is the stress/strain ratio referred to as the modulus of elasticity
or Young’s Modulus. [If you have forgotten what this means, look at Mechanical properties of
metals]. Laminates too will have a Young’s Modulus, but are less likely than metals to be exposed to
direct compression or tension. However, laminates will get flexed, so the most appropriate measure
of the robustness of a material is its flexural strength.

Stiffness
Board thicknesses are normally in the range 0.8–1.6mm, over three-quarters of products being in
that range. However, there is a trend towards thinner boards. As boards become thinner, so the
inherent stiffness of the laminate becomes more important.
The three-point bending method used for flexural strength tests can also be used to determine the
flexural modulus (resistance to bending) of the beam (Ef), from the ratio of the stress difference to
the corresponding strain difference at two discrete points, normally corresponding to strains of 0.5%
and 2%.
Figure 6: Flexural modulus measurement

Referring to Figure 6, the flexural stress σf (in MPa) is calculated from the equation:
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Where
F = load applied at centre of beam (N)
L = distance between support points (mm)

b = width of beam (mm)
h = thickness of beam (mm)

Bow and twist
As the discussion above has indicated, a key concept to bear in mind in relation to board flatness is
that the laminate is not a stable material! The base laminate as supplied may have a fairly tight
flatness tolerance, but by the time you have built up a number of layers made of materials with
differing TCEs, and which flow and shrink during heat treatment, there are many opportunities for
non-flatness.
The specifications distinguish between two types of deviation from flatness that are illustrated in
Figure 7:
Bow, which is characterised by a cylindrical curvature of the board, so that all four corners are in
the same plane, but the centre is raised.
Twist, which is deformation parallel to a diagonal, so that only three of the four corners of a
rectangular sheet lie in the same plane.
Figure 7: Bow (left) and twist (right)

Not only does excess distortion affect the fit of the final board in its enclosure, but warped boards
create substantial difficulties for the assembler.

1.8. The foil
Copper is by far the most common base material used to provide on-board connection between
components. Its resistivity is low, second only to silver, a much more expensive metal. Copper is
easy to plate, resistant to ionic migration, and forms a stable oxide which bonds well to resin for
multilayer applications. Plated copper is also a ductile material, when plated properly, so that it can
make reliable through-hole interconnects, even though changes in temperature cause considerable
relative expansion and contraction between copper and laminate.
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The most widely used type of copper foil is produced by plating onto a cylindrical drum cathode that
rotates partially submerged in the plating solution, and stripping it off to produce a continuous strip
of foil whose thickness is set by the current density and the rotational speed of the drum. A uniform
consistent layer is produced by making the anode conform to the curvature of the cathode, to produce
an even current distribution.
One side of the electrodeposited foil is shiny, mirroring the polished surface of the drum: the other
has a rougher finish, sometimes even with nodules of copper. The roughness helps the foil bond to
the impregnation resin, and the foil surface is usually treated to enhance its adhesion further. A
typical treatment combines a 0.2–0.4 µm oxide-containing layer with a 0.05–0.1 µm brass, zinc or
nickel thermal barrier to prevent bond degradation and a 10 nm chromium-based passivation layer
to prevent oxidisation during storage and lamination. Thin (<10 nm) organic silane coatings are
also used to improve adhesion.
Copper foil thicknesses have historically been described in terms of weight per unit area in ounces
per square foot, but there is a trend towards specifying thickness in microns. The most common
materials are ‘1 oz’ (nominally 35 µm thick), ‘½ oz’ (18 µm) and ‘¼ oz’ (9 µm), with ‘2 oz’ (70 µm)
used for high-current applications. Current permitting, there is a general trend towards thinner
materials, as these are able to give enhanced trace definition.
Electrical characteristics
The important electrical properties of a PCB track (or ‘trace’) are summarised in Figure 8. In this
section we shall be considering first the DC properties of an interconnect and then its reactive
components, which are important at high frequencies.
Figure 8: Properties of a track on a PCB

Bulk effects
The resistance of tracks varies in proportion to their length and inversely to their cross-sectional
area. The track resistance R is given by the formula:
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where
ρ = the volume resistivity of the conductor (approximately 1.72 × 10−6 W•cm)
L = the length of the conductor
A = the cross-sectional area of the conductor
This formula gives a reasonable estimate for the resistance of a wide track, but few narrow tracks
have vertical sides. A better estimate of the shape is given by Figure 9, which shows a trapezoidal
cross-section, where the undercut on each side is
approximately half the thickness of the track.
Figure 9: Trapezoidal cross-section of a track on
a PCB

Using this approximation, the area of the crosssection of the track can be estimated using the
formula (when the undercut is ~t/2):

The thickness of the copper of course is the actual
thickness of foil, together with any plating, allowing for the thickness tolerance on both plating and
initial foil. Copper also has a substantial positive temperature co-efficient of resistance which may
need to be taken into consideration if there is substantial track heating. For more information on
calculating DC line resistance, see http://www.merix.com/resourcecntr/tech/dc_line.doc
Whilst for digital signals even the thinnest tracks that can be manufactured consistently and
economically are more than adequate to carry the signal current, on high dissipation boards
current-carrying capacity has to be considered. This is especially important with multilayer boards,
which have higher track concentrations,
and where tracks on inner layers cannot
radiate heat direct to the air.
The current-carrying capacity of a track
depends on its width and the thickness of
the copper foil from which it was etched,
and on the permissible heat rise, which is a
complex
function
of
materials,
construction, operating temperature range
and intended use. Figure 10 is a typical set
of curves that shows how the steady state
temperature rise in a 70 µm thick copper
foil is related to current and track width.
Figure 10: Heat rise in a 70 µm copper
foil as a function of current and track
width
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IPC-2221 contains a fuller set of such curves, which may be used to calculate the recommended
track width for any current. Obviously, in assessing what track temperature rise is allowable, the
designer has to take into account the maximum operating temperature of the laminate and the worst
case internal temperature of the equipment. The ways in which the full chart can be used, and a copy
of
the
charts
themselves
is
available
at
the
UltraCAD
website
at
http://www.ultracad.com/using_ipc_temp_charts.pdf
The charts rely on graphical interpolation, which is not terribly convenient, so you may like to try
one or more of the many calculators that are aimed to help the designer relate current, conductor
width, and conductor thickness:
Doug Brooks: http://www.ultracad.com/calc.htm
George Patrick: http://www.aracnet.com/cgi-usr/gpatrick/trace.pl
Brad Suppanz: http://www.geocities.com/CapeCanaveral/Lab/9643/TraceWidth.htm
The first of these is a download; the others are Javascript calculators that can be run from your
browser; all are based on IPC-2221.
Self Assessment Question
Your circuit contains a power amplifier module which has supply and earth connections which both need a
current-carrying capacity of 10 A. The board is a four-layer laminate made with standard FR-4, and the
maximum operating temperature of the circuit is 100°C. What options are available to you for supplying
this current?
compare your answer with this one
High-current options
FR-4 suggests that the maximum temperature rise in a trace should be no more than 30°C and preferably
less. Using a figure of 20°C, George Patrick’s trace calculator suggests a trace width of 4.83 mm for 1 oz
copper in an outer layer, 2.41 mm in 2 oz copper or 12.55 mm in 1 oz copper in an inner layer.
No information was given on the nature of the power amplifier, but it is likely to be large, and the
inference is that there are only two connections carrying this high current. Careful consideration should
be given to the practicality of using wide tracks of 1 oz copper, possibly covered with solder rather than
solder resist. Of course, whether or not this is practical will depend on other factors.
As an alternative, one might use the power and ground connections that will probably exist on internal
planes, but a more careful analysis would need to be made as to whether the voltage reduction caused
by this heavy user of current will affect other elements of the circuit. Normally it is better to route heavy
currents separately.
At the 10 A level, we also need to take into account current crowding at connections. If possible, the
current should be spread between multiple pins, as is often done with power semiconductors.

But a PCB is more than just copper! The remainder of this section gives information about the
electrical properties of the laminate, in terms of surface resistivity, dielectric strength and
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breakdown, dielectric constant and dissipation factor. These last two parameters are of particular
consequence for high-frequency operation.

Surface leakage/tracking
The surface resistivity of a board depends on the material, the condition of the surface, and the
relative humidity of the surroundings: typical values for glass-epoxy laminates at 60–70% RH are
10–13 to 10–14 Ω/sq.

Dielectric strength and breakdown
These are measures of the ability of an insulation material to resist the passage of a disruptive
discharge produced by an electric stress: dielectric strength is measured through the laminate, with
values quoted per unit of laminate thickness; dielectric breakdown is measured between two
electrodes inserted in the laminate on set centres perpendicular to the laminations. The test results
will vary with the material thickness, the form and size of electrodes, the time for which the voltage
is applied, the frequency and wave shape of the voltage, the surrounding medium, and the
temperature.
‘Electrical clearance’ refers to the minimum distance separating isolated electrical conductors.
Recommendations for this are given in Table 5. The distance is a function of the voltage between
them, the environment in which the assembly is to be used, and whether the surfaces are conformally
coated:
Table 5: Some recommendations for conductor spacing
DC (peak AC) minimum spacing
voltage between (sea level to 3 km)
conductors
uncoated board
50 V
0.63 mm
500 V
2.54 mm
>500 V
0.051 mm/V

minimum spacing
minimum spacing
(above 3 km)
conformal coating
0.63 mm
0.38 mm
12.7 mm
1.51 mm
0.127 mm/V
0.03 mm/V

Dielectric constant and dissipation factor
The dielectric constant (or ‘permittivity’) is a measure of the ability of an insulating material to store
electrostatic energy. It is a dimensionless quantity, whose value is the ratio of the capacitance of a
capacitor with a given dielectric to the capacitance of the same capacitor with air as a dielectric. As
Table 6 shows, common laminates have dielectric constants in the range 4.0–5.0. These values are
calculated from the capacitance as read on a capacitance bridge, the thickness of the specimen, and
the area of the electrodes.
In an insulating material, the dissipation factor is the ratio of the total power loss in the material to
the product of the voltage and current in a capacitor in which the material is a dielectric. As with
permittivity, dissipation factor varies with changes in temperature and humidity, and also depends
on frequency (Table 7). Measurements should therefore always be taken under standard test
conditions.
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Table 7: Permittivity and dissipation factor of a typical FR-4 laminate
dielectric dissipation
dielectric dissipation
frequency
frequency
constant
factor
constant
factor
100 Hz
4.80
0.009
10 MHz
4.55
0.022
1 kHz
4.75
0.012
100 MHz
4.50
0.024
10 kHz
4.70
0.015
1 GHz
4.45
0.025
100 kHz
4.65
0.018
10 GHz
4.40
0.025
1 MHz
4.60
0.020

Self Assessment Question
“It’s only a bit of gash insulating material!” Explain to the technician who said this, the ways in which the
electrical properties of your FR-4 laminate would be crucial in making a VHF masthead transmitter module
operating at high voltage.
compare your answer with this one
High-voltage electrical properties
In the application we have outlined briefly, this laminate is operating at high voltage, at high frequency,
and in an adverse environment! Considering these in the order in which they appear in the main text:


The surface resistivity is important, and will reduce with humidity, roughness and
contamination. Not only must one be careful to protect the laminate, but a solder mask
coating will improve its performance.



Dielectric breakdown is certainly a possibility, though breakdown through the dielectric is
relatively unlikely, assuming that the laminate stays dry. However, discharge across the
surface is a real possibility, especially in the presence of RF and a humid environment.
Again the superior performance of FR-4 compared to FR-2 will assist, as will controlling
contamination and adding a surface coating.



The electrical clearance recommendations should be carefully adhered to, again allowing
for the environment. For this particular application, the increased clearance suggested in
Table 5 for low air pressure applications will not be needed.



The dielectric constant of the material, and its dissipation factor, will both affect
performance. In particular, the dielectric constant has to be taken into account when
creating any matching networks and other controlled-impedance features. In the VHF
spectrum (30–300MHz) the dielectric constant of FR-4 will vary with frequency, and the
losses will be higher than at low frequency. The variation of dielectric constant with
frequency for this particular material may impact on a linear amplifier operating over a
wide range of frequencies.

Hopefully you will have convinced the technician that your laminate is far from being ‘a bit of gash
insulating material’. Be aware, however, that, in the real world, a professional application of this nature
may well need specialist materials. Even so, ‘unimproved’ FR-4 is a remarkably versatile laminate.
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2. Masking
2.1. Photoimaging
The whole board surface is coated
with a thin layer of photosensitive
etch resist (‘photoresist’), either by a
liquid process or as a ‘dry film’.
This resist layer is exposed to ultraviolet light through a photomask, so
that the areas protecting the required
pattern are polymerised and
hardened. Unhardened photoresist is
removed by ‘developing’, the
remaining resist is baked to increase
its etch resistance, and the board is
then etched.
Figure 11: The photolithography
process sequence

Terminology to describe phototools is usually ‘positive’ and ‘negative’: on a positive image, the
copper features are black and the base laminate features are clear.
The most commonly used photoresists are ‘negative’-working, which means they polymerise on
exposure to ultraviolet light and hence become insoluble in a direct developer (Figure 11). Nonpolymerised resist is removed by ‘developing’ to expose copper areas ready for electroplating.
Volume production of conventional boards usually involves the use of wet etch resists. For higher
technology requirements, almost
without
exception,
dry film
photoresists are used for outer
layers. These resists are normally 35
µm thick and applied using heat and
pressure in a laminator (Figure 12).
Most dry films are now aqueous
processable.
Figure 12: Dry film photoresist –
construction and method of
application

The stages of photoprinting
lamination, by applying pressure and heat
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exposure: using film artwork which is a negative of the required pattern, exposing the photoresist to
ultraviolet light to harden the resist selectively as in the pattern
developing, to remove non-hardened resist
After processing the patterned part (by etching or plating) the remaining (hardened) resist finally
needs to be stripped
With correct exposure and developing parameters, resist side walls are almost perfectly vertical and
will produce well-defined tracks and spaces. However, this definition can be degraded by poor
copper distribution on the outer layer.
Good plating characteristics are crucially dependent on the outer-layer image quality. Imaging must
be performed in temperature and humidity controlled clean rooms. A fundamental problem with the
flexible photographic films used to generate the images is that their size increases with temperature,
typically by 25 ppm/°C. There is also a more complex non-linear response of the film base to
humidity. The dimensional stability of the phototool is a critical factor for high precision work. To
hold dimensions to one part in 20,000, one needs to hold the temperature to ±1°C and humidity to
±2% RH.
For manufacturers working with narrow tracks and gaps, liquid photoresist is reported to offer a
more cost effective method of processing inner layers, in terms of cost reduction, wider process
latitude, better adhesion and conformance, and improved resolution. However, the surface of the
panel must be free from contamination, and residual particles can also affect the quality of the
coating. The photoresist used for this process can be inspected after exposure, because the
polymerisation is visible even before development. Inspection at this stage is recommended to
increase yield and reduce overall scrap rates.
The photoresist may either be used as the etch resist on its own, or else be used to define the pattern
of an electroplated layer of resist, most commonly tin or tin-lead. Outer board layers normally use
the latter method.

2.2. Screen and stencil printing
In this paper we are examining two closely-related methods for depositing significant quantities of
viscous fluids (solder paste; glue; solder mask; legend ink) onto a surface in one stroke. The
processes generally use the same equipment, although with different settings, the machine being
widely referred to as a “screen printer”, even if actually used only for stencil printing. A rich source
of confusion, which comes from the fact that the technology we use was derived from silk screen
printing, an art process first developed during the nineteenth century, and today still employed for
printing tee-shirts as an alternative to applying transfers.
Both screen and stencil processes use a squeegee to press the fluid through defined openings (usually
called ‘apertures’) in an image carrier (the stencil or screen) and onto the work-piece. It is the carrier
that determines the pattern and also meters the amount of material deposited. The key difference
between the processes is that:



In stencil printing, the image is a set of open apertures in a solid foil.
In screen printing, the apertures are in a polymer film supported (and actually filled) by a fine
mesh.
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In consequence, there is a difference in the way the printer is set, the image carrier being held in
contact with the work-piece throughout the print stroke during stencil printing, but slightly out of
contact during screen printing.
From the user perspective, the main differences are that:









Stencil printing can only produce relatively simple shapes: even creating a long L-shaped
track, for example, would leave a section of a stencil totally unsupported. The mesh support
of a screen allows total freedom of stencil design, which can include areas which would
otherwise be unsupported – think of a children’s lettering stencil and the webs which need to
be left in place in letters such as A and O.
Because the squeegee tends to push down into the open aperture, the size of stencil aperture
is limited, and even solder paste stencils use thin webs to break up large apertures. Screen
printing, however, can print over the whole of an large area.
High-viscosity materials (such as solder pastes with high metal loading) are difficult to screen
print, and the screen mesh size limits the size of particles in the fluid.
Because there is no mesh across the apertures, stencil printing generally gives improved print
definition.
The thickness of a screened deposit is limited by the combined thickness of mesh and any
polymer coating, and screens are best suited to relatively thin (<25µm) deposits.

The last three differences explain why stencil printing is now the method of choice for almost all
solder paste printing, and the first two why you will still encounter screen printing in board
fabrication, for tasks such as screening solder mask and legend. Here the patterns are more complex
than with solder paste, covering a larger percentage of the board area, and the materials used have
finer particles and are less viscous.

Screen printing
In screen printing, the screen employed as an image carrier consists of a rigid frame on which is
stretched a mesh (or ‘gauze’) made from fine polyester or stainless steel wires. The mesh acts as a
support for a stencil of the required image, which is produced in a photosensitive emulsion applied to
the mesh. Emulsion is normally applied to both sides of the mesh, and ‘built up’ to a defined
thickness on the underside (the side in contact with the board).
Figure 13 shows the starting position of the printer: the screen is fixed just above the board, and the
‘medium’ (ink or glue, for example) lies in front of the flexible squeegee. The mesh of the screen is
pushed down into contact with the board by the squeegee as it moves across the screen, rolling the
medium in front of it.
Figure 13: Starting position for a
screen printer
The squeegee blade first presses the
medium into the open apertures of
the image, and then removes the
surplus as it passes across each
aperture. The screen then peels away
from the printed surface behind the
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squeegee, leaving the medium that was previously in the mesh aperture deposited on the board
beneath The medium flows slightly immediately after printing to reduce the ‘mesh marks’ left in the
print, a process known as ‘levelling’.
The process is sometimes referred to as being ‘off-contact’ printing, since the screen only contacts
the printed surface at the point
where the squeegee passes over it.
A typical value for this ‘snap-off
distance’ is 0.5 mm for each 100
mm of frame width.
Figure 14: The screen printing
process
The process is sometimes referred
to as being ‘off-contact’ printing,
since the screen only contacts the printed surface at the point where the squeegee passes over it. A
typical value for this ‘snap-off distance’ is 0.5 mm for each 100 mm of frame width.
Emulsion is normally applied to both sides of the mesh, and ‘built up’ to a defined thickness on the
underside (the side in contact with the board). The total thickness of the emulsion mask and the mesh
determines the thickness of material deposited. As a rough rule-of-thumb, the print thickness will be
approximately two-thirds of the overall mesh-plus-emulsion thickness.

Stencil printing
In contrast to screen printing, stencil printing is
an ‘on-contact’ (or ‘in-contact’) process. The
stencil is a metal mask which rests directly in
contact with the surface of the board. In stencil
printing, the board is moved into contact with
the stencil before the squeegee starts to move
(Figure 15). When the squeegee has completed
its stroke, the board and stencil are then
separated vertically, which releases the paste
from the stencil, producing well-defined edges
to the print. It is usual, but not essential, for the
stencil to remain fixed and the board to be
raised for printing and lowered at a controlled
speed afterwards.
Figure 15: Stencil printing (‘on contact’
printing)
The process depends on the interaction of
several factors:




the stencil and squeegee
the board material and pad design
the physical properties of the solder paste
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the printing operation.

If one of these factors is incorrect, printing
quality will be poor, and therefore the
printer itself is only one of the decisive
factors in the whole process. The process
window (the region where process values
can vary but still produce good results)
can be enlarged by careful choice of
materials and design.
Figure 16. Features of a completed
stencil

Stencils
The stencil foil itself may be made by one
of three manufacturing techniques: etching, laser
cutting and electroforming.
Chemically etched stencils are usually produced
either from brass (which may subsequently be nickel
plated) or from an etchable grade of stainless steel.
Brass will yield sufficiently to allow printing on
surfaces which are less than perfectly flat. Stainless
steel is more expensive, but has improved durability. In
the US stencils made from molybdenum are used, but
these are not popular in Europe.
The process is shown schematically in Figure 17. A
resist is applied to the stencil material and the apertures
are photographically defined. The resist is then
‘developed’ to remove unexposed areas, and the
apertures thus opened up are chemically etched.
Figure 17: Manufacturing steps for chemically
etched stencils

Chemically etched stencil
Etching is carried out from both sides of the foil in an attempt to
produce near-vertical side walls. This double sided process can
create a ‘waist’ within the aperture, although this can be
reduced by electro-polishing.
Etching is the least expensive manufacturing method, but the
practical lower limit for aperture dimension is the thickness of
the material (150µm). Etching is also the least accurate method
in terms of aperture positioning, and it is difficult to produce a quality stencil with openings for
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components with pitches smaller than 0.5mm. Nevertheless, except for fine-pitch applications, the
majority of stencils are produced in this way.

Laser cut foils
The laser cutting process produces stencils directly from the PCB CAD data, with no intermediate
steps, such as photoplotting (Figure 18). The aperture data for the stencil is modified to allow for the
width of the laser beam, and fed directly to the laser cutting machine. Size and positioning are
therefore very accurate, and laser cutting can be used for component lead pitches down to 0.3mm.
The limitation then is due to the aspect ratio of the hole: where the aperture is smaller than about
1.5x the stencil thickness, paste release is
impaired.
Figure 18: Manufacturing method for a
laser cut stencil
Laser cut and electropolished stencil

The laser cutting operation is carried out from the bottom side of the stencil (board-side during
printing), to ensure that the slight taper introduced by the cutting process opens out towards the
board. This is claimed to enhance solder paste release during printing. However, the square corners
typical of laser cut apertures are believed by some users to make cleaning more difficult.
The stencil material is almost always stainless steel, and the grades used can be substantially more
robust than for etching, where a fine grain is mandatory. By contrast, laser cutting takes no account
of grain boundaries, and operates well even for annealed materials.
Another advantage of the technology which is used by some assemblers is that the stencil can be cut
from measurements of an actual board, rather than the artwork from which it was generated. This
compensates for any inaccuracies in board manufacture.
Laser cut stencils are produced using CAD data, so size and positioning are very accurate and
modification is easy. However, since laser cutting is a serial process, with apertures formed one at a
time, the price of a laser cut stencil is high, particularly for a densely-packed board.
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Electroformed foils
Electroformed stencils are made of nickel, by an ‘additive’ electrochemical process, in contrast to the
‘subtractive’ process of etching and laser cutting. Photoresist is applied to a metal base plate and
exposed through a photoplot of the aperture pattern (Figure 19).
Figure 19: Manufacturing steps for
an electroformed stencil

Electroformed stencil

After processing, a resist pattern is left only where apertures are required. A plating process builds
up nickel to the required thickness around the resist areas. The resist is removed and the
electroformed stencil separated from the metal base.
The advantage of this type of stencil is the extreme smoothness of the aperture walls which results in
easier flow of the paste into the aperture during printing, and possibly lower adhesion of the paste to
the walls during release. A slight tapering of the stencil walls is also present.
A side effect of the manufacturing process is that electroformed stencils provide a small gasket
around each aperture which helps reduce paste bleed onto the underside of the stencil. One user
reported reducing the need to clean the underside of the stencil from once every five prints to once
every thirty.
The cost of an electroformed stencil is between that of an etched and a laser cut stencil, and its
accuracy is similar to etching.

Stencil thickness
The most commonly specified stencils are etched from stainless steel 150µm (0.006in) thick. Other
standard thicknesses are 200µm (0.008in) and 125µm (0.005in), the latter for fine-pitch applications.
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Molybdenum is a candidate for very fine pitch slots needing 100µm (0.004in) thick stencils, but the
resulting paste volume is only rarely sufficient to create satisfactory joints over the whole.
Etching, often in combination with laser cutting, is used to produce stepped stencils, partially etching
areas around apertures where a thinner than normal deposit is required. This construction enables
solder paste deposits of different thickness to be produced simultaneously for different types of
components – for example, a reduced thickness may be required at fine-pitch component locations,
in order to improve print definition, or a thicker deposit needed for components such as through-hole
connectors. When a number of different thicknesses are produced on a single foil, this is sometimes
referred to as a ‘multi-level’ stencil (Figure
20).
Figure 20: Schematic cross-section of a
multi-level stencil
Although stepped stencils are more
expensive, the attraction is that the same
stencil can be used for printing paste
volumes suitable for both large surface
mount components and fine-pitch leads.
Despite concerns that such a stepped stencil would only be ‘cleared’ by a compliant squeegee,
squeegees of both hard rubber and metal have been proven in practice, provided that the stencil
profile is correct, the areas of reduced thickness are not too small, and an allowance is made for a
transitional area (2–3 mm width), as squeegees do not cope well with a sharp transition.
Stencils are generally satisfactory for printing solder paste for chip components down to the smallest
passive component sizes and for integrated circuits with lead spacing down to 0.4mm. Below this
level, the deposit usually becomes too thick and excess paste is a major problem, arising largely from
the impracticality of reducing stencil thickness below 100µm.

The squeegee choice
Screen printing uses relatively soft polyurethane or silicone rubber squeegees, as these:




can accommodate the rough inner surface presented by the exposed wire mesh
will clear the top surface of the screen at low pressure, which is beneficial as the emulsions
used on the outer surface are relatively soft and not wear-resistant
are flexible enough to be able to follow any undulations in the screen, as the screen itself
flexes to follow the surface of bowed boards.

Note that the presence of mesh prevents flexible squeegees entering the apertures and scooping out
paste.

Metal squeegees
By contrast, the transverse stiffness of a metal squeegee prevents the blade from bending into a
solder pad opening because the squeegee is supported on both sides of the pad. It rides along the
stencil surface and shears the solder paste in the plane of the top surface of the stencil, but without
dipping into and scavenging solder paste from the apertures.
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3. Plating
3.1. Electrolytic plating
Electrolytic plating (‘electroplating’) is a cheap and effective way of building up a layer of copper
with almost bulk metal properties. When a direct voltage is applied to two conductors immersed in a
solution of a suitable metal salt, current will flow through the solution, and positively charged ions of
the metal will be discharged and deposited as a film on the more negative of the two conductors (the
‘cathode’, whence the alternative name of ‘cathodic plating’).
The electrode where electrons enter the solution is termed the ‘cathode’; the one where electrons
leave the solution is called the ‘anode’. As electrons are negatively charged, the cathode is rich in
negative charge, and the anode is deficient in negative charge. With an applied direct current, ions in
the electrolyte tend to move: positively charged ‘cations’ migrate towards the cathode, negatively
charged ‘anions’ towards the anode.
Many of the early experiments were carried out by Michael Faraday. His ‘general law of electrolysis’
can be expressed mathematically as the equation:

where W is the weight of substance released, dissolved or deposited; I is the electrode current; T is
the time for which that current flows; A is the atomic weight of the substance; Z is the number of
electrons involved in the electrode reaction (valency); and F is the Faraday, a constant of value
approximately 96,500 coulombs.
The weight of the plating on the cathode is thus a linear function of the product of time and current,
typically expressed in ampere-hours1; the average thickness deposited will, however, also depend on
the density of the material. The rate of deposition of the most common metals is shown in Table 1.
Table 1: Rates of electrolytic plating for some common metals
after Coombs 2001
metal
gm per amp-hour
amp-hour for 25 µm
copper
1.186
1.88
tin
2.214
0.82
nickel
1.095
2.00
gold
7.348
0.65
1
This is a unit of practical size, rather than the much smaller SI unit, the ampere-second or
Coulomb. You will also find the same term, often abbreviated Ah, used for the amount of charge in a
battery that will support a current flow of one ampere for one hour. The milliampere hour (mAh) is a
common measure of charge in laptop batteries, providing an indication of how long the computer
should operate on its battery without having to be recharged.
Note that, in order to plate 25 µm of copper, one needs to apply 1.88 amps per square decimetre
(ASD2) for 60 minutes. This relatively slow deposition rate means that plating is usually carried out
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as a batch process, although, as we will see later, some progress has been made towards
implementing continuous horizontal plating lines.
The most common type of copper plating solution is based on copper sulphate dissolved in dilute
sulphuric acid. The board to be plated is made the cathode of an electrolytic cell, with a piece of
copper as the anode. When direct current is applied, copper is deposited from the solution onto the
board, and at the same time an equivalent quantity of copper from the anode is dissolved,
maintaining the concentration of copper in solution.
The rate of copper build will depend on geometric factors (where the contact is made, whether
shadowing occurs, and so on), and electroplated deposits are not necessarily of even thickness,
especially with fine lines and down holes. The problem of reduced thickness is particularly acute
with:




thicker boards and smaller holes (so-called ‘high aspect ratio’ holes)
boards designed with a maximum copper outer layer to assist with EMC, which preferentially
attract electroplated copper to the board surfaces
blind vias – one copper distribution reported was 20 µm in the upper wall, against only 5 µm
on the lower part of the wall and on the bottom.

The ability of a solution to plate evenly over a large area (‘covering power’), and to plate into holes
(‘throwing power’) depends on the current density, the concentration of acid and copper ions, the
agitation of the solution, the anode-to-cathode separation, and the bath additives.
The correct selection of suitable additives is what differentiates suppliers of plating chemicals, so
there are many combinations, which are formulated for the intended range of current density. There
are usually ‘acid modifiers’ to maintain solution stability, ‘levellers’ to block out high current
density areas and encourage deposition on the low current density areas, and ‘brighteners’ to
modify the crystal structure and give improved elongation.

Aspect ratio and throwing power
Intuitively, it is easy to see that, the narrower a hole in relation to its width, the less access there will
be for plating solutions, the higher will be the ohmic resistance of the path to the anode, and the
more difficult it will become to get even plating down the bore of the hole. The measure we use for
this is the ‘aspect ratio’. This is the ratio of the depth of a hole to its width: whilst the aspect ratio
could be quoted in a number of ways, a fabricator will normally define it as the ratio of the board
starting thickness to the nominal drill diameter (Figure 3).

Figure 3: Definition of the aspect ratio of a hole
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Aspect ratio is a major factor in yields through plating processes, with a high aspect ratio leading to
plating ‘voids’ that are not detectable until bare board test. This gets particularly difficult when the
holes are small, when the thickness of internal plating becomes even more significant. We reduce the
level of this problem partly by design but mostly by adjusting the process.
‘Throwing power’ is calculated as the ratio of the thickness of copper within the hole to the
thickness of copper plated onto the surface during the same operation. Typically this ratio will be
less than unity, due to the relatively poor access of plating fluids to the hole, and the lower current
density within it. The ratio will reduce, to a lesser or greater extent depending on the process, as the
aspect ratio of the hole increases (the hole becoming either narrower or deeper).
Because panel plating is carried out before imaging, and is applied to the whole surface, variations
in thickness can be kept to less than 10%. However, it is still important to achieve good throwing
power so as not to over-plate the surface in the process of getting the desired 25 µm minimum layer
thickness in the hole.
With pattern plating, the plating occurs after the image has been created using resist. Patterns are
rarely uniform, and may contain both isolated tracks and pads and ground planes. This leads to
considerable differences in current distribution, which can result in the copper in isolated areas
being substantially thicker compared with those near ground planes. Some of the design issues
related to this will be considered later.

Plating additives
Getting an even coat is partly a matter of setting appropriate conditions, and partly of choosing the
correct plating additives. We saw from the plot of cell current against voltage in Figure 1 that the
part of the curve that we use for plating shows a significant increase of current with applied voltage.
It is this curve that can be altered by adding various organic materials to the plating bath:






‘Carriers’ are compounds of large molecular weight which, in the presence of small numbers
of chloride ions, will move the start of the curve towards the right, increasing the voltage
needed to produce the desired current. This gives a deposit with a tighter grain structure, and
improves plating distribution and throwing power
‘Brighteners’ are disulphide compounds with a low molecular weight, that reduce the effect
of the carrier by increasing the current. They have a key role in determining the physical
properties of the deposit, in particular tensile strength and percentage elongation
‘Levellers’ are a class of aromatic compound that are absorbed preferentially at high current
areas, suppressing the plating locally, and allowing the thickness in areas of lower current
density to ‘catch up’.

In writing this, we are not trying to make you into chemists! However, you should be aware than
electrolytic plating of copper is not a simple matter of dissolving copper sulphate in dilute sulphuric
acid and passing a current between electrodes!

3.2. Electroless plating
Electroplating needs contact to be made with a fully conductive surface, so can only be used before
the board pattern has been etched. Immersion processes (as used for ENIG) work on isolated areas,
but this technique can only produce very thin layers. Neither of these processes can create a
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conductive coating inside a hole: as with a patterned conductor, the hole ‘barrel’ cannot be directly
electroplated because the outer conductor tracks are separated by layers of non-conductive laminate.
However, in 1946, scientists experimenting with nickel plating baths, in which a reducing agent was
used to inhibit the oxidation of bath constituents, were surprised to find that the amount of metal
deposited exceeded that predicted by Faraday’s Law. It was discovered that nickel was being
deposited even with no external current, and that plating on a catalytic surface could be brought
about by chemical reduction alone. At first, the process was called ‘electrode-less’ plating, but the
term ‘electroless’ was soon adopted.
Nickel and copper are the metals most frequently electroless plated, but processes have been
developed for tin, tin-lead, cobalt, gold, silver and palladium. One of the advantages of electroless
plating is that plating takes place on any activated surface, forming a coating of uniform thickness,
and allowing internal surfaces to be plated. The down-side is that the quality of adhesion depends on
the nature of the surface, so polished, defect-free surfaces need special chemical preparation before
plating.

Electroless copper coverage of PTH
Furthermore, the materials are expensive, and the process
is fairly slow – ‘high build’ solutions can typically deposit
2.5 µm of copper in 15–30 minutes – so, once an initial
thin conductive film has been produced, electroplating is
generally used to build up the layer.
Microsection showing relative thickness of underlying
foil, copper layers produced by electroless plating and
electroplating, and unreflowed tin-lead

The internal metallisation of holes is a critical operation, and the electroless copper process which
has been developed includes:




Cleaning and conditioning, to remove imperfections and contamination.
Etching, to create the correct surface condition for good adhesion.
Activation, to create a surface which is strongly reducing in nature. [Nascent hydrogen is
often liberated at the surface, and agitation may be needed to ensure that the bubbles
produced do not mask areas from exposure to the plating solution].
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Electroless copper deposition, using a solution containing a source of copper ions, a
reducing agent, and complexers and stabilisers to prevent premature precipitation of copper.

For PTH and multilayer boards, a key stage is ‘de-smear’, to remove any friction-melted resin and
debris remaining on the inner copper layers after the drilling operation. This can result in opencircuit vias. Frequently de-smear is accompanied by ‘etch-back’ of the base laminate to expose
additional internal conductor surfaces.
De-smearing can be carried out using chemical reagents: chromic acid breaks down bonds, making
long polymer chains into short ones, but has health and environmental problems; sulphuric acid
actually dissolves the epoxy and is less versatile; the permanganate process is very effective, and
methods of regeneration have been developed which prevent the precipitation of manganese dioxide
sludge. plasma cleaning is becoming popular as a safe and environmentally friendly dry etching
process, able to deal with all laminate types. This uses a plasma – a gas containing positive and
negative ions as well as free atoms and radicals – to de-smear and etch back drilled holes. The
‘cold’ plasma used for de-smearing is excited by RF energy, and this is usually done in a vacuum
chamber, with a low pressure of a suitable gas.

Direct metallisation
The electroless plating process was developed using formaldehyde. However, this chemical has been
classified as a known carcinogen, and can no longer be used without implementing expensive safety
precautions including employee monitoring. Anticipating this, plating chemical manufacturers have
developed systems with other reducing agents (notably sodium hypophosphite) and a number of
alternative ‘direct metallisation’ processes.
An early approach was to use a carbon dispersion to coat board surfaces and hole walls; other
systems used graphite, conductive polymers and palladium formulations. Nowadays, a typical
process uses a tin-stabilised colloidal palladium dispersion to deposit a film of palladium particles on
the surface prior to electrolytic plating. Since this takes place without the evolution of hydrogen gas,
holes are more easily accessed and hole walls and vias more evenly plated. The process is complex,
involving controlled immersion successively in:







a micro-etch, to remove residues from copper surfaces
a cleaner/conditioner, to prepare the laminate surface
a pre-dip, to prevent dilution of the activator
the tin-stabilised colloidal palladium activator itself
an accelerator, to make the palladium deposit less soluble and stabilise the tin
acid, to neutralise alkaline residues and condition the surfaces for electroplating.

3.3. Immersion plating
Immersion plating is a simple technique for creating very thin coatings, in which the part to be plated
is merely dipped in a suitable metal salt. The top surface layers of the substrate are exchanged with
metal ions, causing the metal in solution to plate the substrate surface. A classic demonstration of
immersion plating is to put an iron nail into a solution of an acidic copper salt such as copper
sulphate: iron is dissolved in the solution, and replaced by copper, covering the nail surface with a
thin copper layer.
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In order for one metal to immersion plate on to another, the metal in solution must be more ‘noble’,
or less readily oxidised, than the substrate. This is why gold can immersion plate onto copper, but
copper cannot immersion plate onto gold.
A common immersion plating task is to cover a nickel barrier layer with a (more solderable) thin
layer of gold. Process control is helped by the fact that immersion processes are self-limiting.
However, the very thin deposits are porous, and migration of nickel or copper from beneath the gold
surface after plated boards have been subjected to heat processes will have an adverse effect on
solderability and/or wire bonding. [Similar, but more immediate, problems are produced by high
levels of nickel or copper in the gold plating solution]

Etching
The main etch processes are cupric chloride and ‘ammoniacal’, the latter using a proprietary blend of
chemicals. The choice between the two is influenced by the application – cupric chloride is not
compatible with tin used as an etch resist on outer layers, but ammoniacal etchants have a problem
with over-etching for fine line circuitry. In order to ensure a uniform etch, both processes are usually
applied in a conveyerised, high-pressure spray chamber that exposes the whole board to a controlled,
reproducible and constantly refreshed spray of etchant.
During the etching process the etchant attacks the copper in a sideways direction as well as down, so
the cross-section of the finished trace has a trapezoidal shape: depending on the conditions, the
narrowest point may be at the foot, at the top, or somewhere in between (Figure 3). The etching
profile depends on the etch factor, and the speed of etching. ‘Etch factor’ is defined as the copper
thickness, divided by the horizontal distance between the foot and the line edge at the top: the higher
the etch factor, the smaller the amount of sideways etch, and the closer the side wall is to being
vertical. The chemistry of the bath has a major influence on etch factor, and its oxidation-reduction
potential and specific gravity are more important than temperature and spray pressure.
Figure 3: Cross-section of PCB outer layer after etching (There are two opposite representations of
the etching profile)

Figure 3c: Shows tin-lead plating overhang on top of a
track that has been undercut by etching
Where impedance control is needed, the trend for thinner
inner-layer materials and fine line patterning has
impacted on the etching process. Tracks on inner layers
must have uniform width across the panel, minimal
undercut, and equivalent etching performance on both
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sides. Process parameters which affect this are free acid concentration and uniformity of spray
application.
Line width is fairly difficult to measure, but a good way of assessing average line width is to
measure the resistance of a standard trace, which can be monitored using SPC techniques.

4. Solder mask design and processes
4.1. Materials and processes
The original solder mask was pattern-printed, using screen printing, but this technique has limitations
on definition, with the result that photoimageable materials are used for most applications. As with
any resist process, there is a choice between dry film materials, where a known thickness of mask is
laid over the board, and liquid processes, where a deposit of approximately even thickness is
attempted, typically in the case of solder resist by curtain coating.

Layout issues
Figure 21 shows in schematic a typical solder mask application. Notice the very definite threedimensional nature of the board surface.
Figure 21: Solder resist on a printed wiring board
size resist aperture

Figure 22: Exposed tracks due to over-

It is important that:





the solder mask should be kept away from any plated through-hole and its associated land or
pad
each conductor track should be covered
the laminated area should be completely covered
adjacent conductors should not be exposed (not as Figure 22).

Solder mask artwork should be oversized to allow for misregistration or slump, which can obscure
or contaminate a pad surface, causing excessive solder balls or defective joints.
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4.2. Liquid Photoimageable
methods

Solder

Mask

(LPISM)

application

There are currently four main categories of photoimageable solder mask application:





Screen print
Curtain coat
Electrostatic spray
Air spray

Screen print
LPISM is applied to the PCB with a squeegee blade through a tensioned mesh. Mesh count and print
settings (angle, speed, pressure) can be varied to control ink deposit within a relatively narrow range
(10–50µm) with a single coat.
Application can be anywhere from manual to fully-automatic by way of horizontal and vertical
techniques, thereby allowing for single and double-sided coating
Screen-printing technology is well established and understood within the industry with a wide
variety of equipment suppliers.

Curtain coat
LPISM is applied as the PCB passes through a
‘curtain’ of low viscosity (<10 Poise) ink which
falls through a narrow (0.3–1.0 mm) slot (‘nipgap’) in a holding ‘head’.
Application is generally automatic and because of
the low viscosity of the LPISM, all panels have to
be maintained in the horizontal position until complete or partial evaporation of the solvent has taken
place. The very nature of the coating methodology restricts the coating process to a single-sided
operation.
Coating speeds are relatively high (80–100 m·min−1) and in principle, the coating thickness is
infinitely adjustable provided sufficient ink flows through the nip-gap to maintain a stable curtain.
As with screen-printing, curtain-coating is well established and understood within the PCB industry.



Electrostatic spray
Air spray

Drying
Imaging
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5. Selecting a board finish. Conductor finishes
5.1. Introduction
So far in this course we have looked at the materials of which the inner sections of the board are
made, and at the components that will be assembled on it. Now it is time to look in a little more
detail at the materials and processes involved in creating a surface to which components can be
attached reliably and at high yield.
Inevitably we will be looking both at mainstream processes and other finishes which have
advantages for certain applications. The two front runners are Hot Air Solder Levelling (HASL) and
Electroless Nickel Immersion Gold (ENIG): both have a long history, and many adherents. However,
there are quality and environmental issues affecting both finishes, and a great deal of attention is
currently being paid to this topic. By the end of this Unit, you should have a good understanding of:




why the existing finishes are favoured
the design and process implications of their use
which processes are being evaluated as alternatives.

Requirements
Like yours, our lists are probably not exhaustive, but we have tried to structure them in terms of three
different perspectives, those of somebody who makes the board, somebody who is trying to assemble
components on to it, and your perspective, as a designer anxious to provide the right finish for the
right application, within constraints of cost and feasibility.
A fabricator is primarily interested in being able to carry out a process cost-effectively and safely, so
his “wish list” would concentrate on issues of cost and ease of process control.
An assembler is primarily interested in getting a good first-pass yield, so his wish list concentrates
on whether the board will produce high yields with the process he is running.
From a designer’s point of view, the key is that the finish should be compatible with his application:







Each application will have different requirements for surface flatness and definition
There are special requirements for wire bonding and for the use of the board finish to make a
switch contact or connector
The ability of the surface finish to withstand multiple heat cycles will influence the range of
available options – for example, material which deteriorates after the first reflow soldering
cycle may be totally unsuited to requirements with double-sided surface mount assembly and
expect a high amount of rework
A designer will also take into account the reliability of the assembly under adverse
environmental conditions
The range of suitable board finishes will depend on the end user specification.
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Surface flatness
Your experience, and observation of a range of boards, will probably have indicated that a HASL
surface is generally used, except for those applications where the designer has used fine pitch
devices, BGAs, and other high-density components.
You may also have realised from observation that the HASL surface is not very flat, its deviation
from flatness depending partly on the pad design, and partly on the board vendor. In fact, flatness is
an issue which occurs both in relation to the flatness of the board as a whole, an issue that we will
return to in Aspects of board quality, and the flatness of the pads on its surface. The requirement is
two-fold:




In the first instance, the leads of any component have to make contact with the solder paste in
order for joints to be formed. Because slight pressure is applied to a component during
placement, we normally allow the lead to depress the paste only to around half its original
height, in order to reduce possible bridging, this means that the surface on the area of the
component has to be flat within half the paste height, that is typically 75µm
The component lead has to be in contact with sufficient solder to enable the joint created to
have the right volume. As you will realise, joints which are “insufficient” have reduced
reliability.

One further consideration is that the pads themselves should be sufficiently flat to avoid components
placed on them skidding off during placement.
So we are looking for flatness and evenness of coating, and the requirements get more difficult to
achieve with fine pitch components and with area devices such as BGAs and micro BGAs.

Solderability
If you have ever carried out any soldering, or been involved in fault-finding, you will appreciate that
problems associated with soldering may derive from the quality of the surfaces to be soldered, from
the soldering technique and, in the case of hand soldering, from the ability and training of the
operator!
For the assembly industry as a whole, however, many of the common problems associated with
soldering can be traced back to poor solderability. The trend towards materials with mild fluxing
activity has accentuated the problem.
Imagine that you are an assembly house experiencing problems in assembling a circuit. You get poor
yield, or a lot of rework, or find that you have to adjust the process to get good results. You suspect
that the problem is to do with solderability, either of the board or the components. How do you set
about finding where the problem lies, with the supplies you buy in, with your materials, or with your
process?
Before we look at how solderability might be assessed, we are going to have a quick review of the
requirements for soldering.

Removing the oxide coat
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Even with the most solderable metals, some cleaning of the surfaces to be soldered is needed. This is
because most metals show a strong tendency to form compounds with oxygen from the atmosphere
and are rapidly covered with an oxide film when exposed to the air, even at room temperature. On tin
and copper, an oxide layer about 2nm thick is formed almost instantaneously. These oxides are
generally removed by fluxes, which are capable of reacting chemically and physically with the
oxides, and of dissolving or dispersing the reaction products.
Fluxes are applied before or during soldering and cover both the base metal and the solder. This
retards oxidation by oxygen from the atmosphere, which would otherwise occur even more strongly
at soldering temperature. In areas where the oxide film has been removed, a direct metallic contact is
established between solder and base metal, so that one single interface with low energy exists instead
of the original two interfaces. From this point of contact the solder will spread.
Note that, if one works at too low a temperature, an oxide layer may still be present between the base
metal and the solder. [Joints of this type are often called “cold joints”, although the term is
sometimes criticised – in fact defective joints can be produced by diffusion processes caused by
excessive exposure to temperature, although the interface may then be an intermetallic rather than an
oxide layer.]
For all such defective joints, the initial resistivity will be higher than for a good joint, but not
necessarily unacceptable. However, the joint resistance is likely to increase the life, and the joint may
become electrically noisy or even intermittently open-circuit. Adhesion is also poor, and the solder
can easily loosen when subjected to a mechanical load.

Surface wettability
In order for a joint to be made, the solder needs to wet the conductive surfaces on the board and the
component within the process time available. There are two measures of surface wettability which
impact on the ability of component and board metallisation to make a satisfactory joint:
1. degree of wetting: how far the solder spreads
2. rate of wetting: how fast the
solder wets and spreads
Related to these, and often tested at the
same time, is the capacity of the
metallisation to withstand exposure to
molten solder without dewetting. Such
tests are related to the ‘process window’
shown in Figure 23. This indicates
diagrammatically the way in which a
surface is first wetted by solder, and then
at a later stage dewetted.
Figure 23: A process window for
soldering

42

Note that different components show different characteristics; some wet quickly, others take a long
time to wet. Similarly, some components are resistant to dewetting (take a long time to do this)
whereas others dewet quickly.
Typically those components which wet quickly take a long time to dewet, whereas those that wet
poorly dewet first. The process window is between the time when a component must wet (given the
soldering conditions obtaining) and the first occasion on which components may dewet.

Changes in solderability with time
Component solderability is extremely variable, depending on the type of material and the conditions
in which it has been manufactured and stored. Damp and heat combined will do much to reduce the
wettability of even the more robust surface. The solderability of components and boards can be
assessed by a number of methods, the most reproducible of which is the wetting balance.

5.2. Nickel-gold, electroless nickel/immersion gold (ENIG)
Introduction
Where a flatter surface finish is needed, many companies use ‘nickel/gold’, more properly referred to
as ‘ENIG’ (Electroless Nickel, Immersion Gold), in which a 3–5µm layer of electroless nickel is
given a thin gold ‘flash’ coating by immersion plating, an ion exchange process which coats the
whole of the nickel surface.

Activity
Why use expensive gold plating? And why go to the trouble of plating a nickel undercoat? Compare
your answers with the sections that follow.

Using gold
A gold coating does not oxidise, its excellent wettability by
molten solder does not degrade with time, and a plated finish
maintains the flat surface of the copper lands. For these reasons
a gold finish fulfils the requirements for boards designed for
fine-line printing. The plated film has, however, to meet strict
specifications to ensure that the subsequent reflow solder
process will be satisfactory.
A PCB finished with electroless nickel/immersion gold (ENIG)
It used to be thought beneficial to have a comparatively thick (1.3–2µm) deposit of gold. However,
with an immersion process, because nickel and gold ions are exchanged, a thick deposit can only be
achieved when the gold is sufficiently porous to allow the underlying nickel to sustain the chemical
reaction. But porous gold provides less protection for the nickel, which has an adverse impact on
assembly. Current immersion gold processes plate 0.8–1.3µm of gold and are self-limiting, with
reduced porosity compared with the earlier coatings.
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Gold readily dissolves in molten solder and will be present in the reflowed solder joint. Intermetallic
gold-tin compounds formed cause joints to be brittle, and the gold film must therefore be thin
(<<1µm) to minimise the amount of intermetallics.
However, thin gold plating is porous, and will not protect the underlying copper against oxidation.
Oxidised spots at the base of pores are a cause of dewetting, and copper can also diffuse to the gold
surface during heat treatments, where it can oxidise and thus impair wettability. To prevent this, an
electroless nickel underlayer is first deposited, to act as a barrier to copper diffusion: thickness
specifications vary, but are usually in the 2–6µm range.
The ‘immersion gold’ plating process self-limits at around 0.05–0.1µm. Not only is this beneficial
from the cost point of view, but this also reduces the possibility1 of gold embrittlement caused by the
formation of a Au4Sn intermetallic phase. [Note that this process is not the same as that used to
electroplate ‘gold finger’ edge connections]
1

This embrittlement only occurs when at least 3–5% of gold is present in the joint. Typically the
gold plate needs to be 1.5µm thick before this becomes a problem.
The nickel-barrier
Because the electroless nickel is between the component and the underlying copper foil pad, the
nickel plays a significant role in the strength of the joint. The weak point within the joint in an
ENIG surface is the nickel deposit, and Banerji reported a wide range of bond strengths, depending
on the nickel used.
Another contributor to the variation in strength is that, when joints are being made, the solder has to
be liquid long enough to form a true intermetallic bond to the base conductor. Since tin dissolves
nickel far more slowly than copper, joints on gold finishes can have different amounts of
intermetallic and different pull strengths compared with joints made on a HASL board. Intermittent
faults on ENIG joints, particularly with BGA devices2 , may be related to incorrect reflow profiling,
which has reflowed the joint, but allowed insufficient time above liquidus.
2

Joint strength is particularly important with BGA packages, due to the differences in CTE between
components and circuit board. As the devices get larger, the stress applied on the solder joints
increases significantly, causing stress fractures on peripheral pads.
Self Assessment Question
What are the functions of the gold and the nickel in the ENIG finish?
compare your answer with this one
Functions of gold and nickel in ENIG
The gold flash is intended merely to enhance wetting, and its minimal thickness does not necessarily give
longer bare board storage life. The real protection comes from the nickel barrier, to which the solder
actually wets, and this nickel layer is thus a major contributor to joint strength.
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5.3. Immersion tin
Tin can be plated to give a very wide range of results
depending on the conditions: matt tin is a very pure
material: deposited from an alkaline solution without
brighteners, oxide films on the surface can easily be
penetrated by probes. Bright acid tin, deposited from baths
containing small quantities of organic materials, has
greater hardness and wear resistance, and is cosmetically
more attractive.
Figure 24: A PCB finished with immersion tin
However, it has a much higher inherent stress, so is very
subject to tin whiskers (see below).
A great deal of work has gone into producing tin finishes
that will be a cost effective replacement for HASL. You will find mention of both grey tin and white
tin in the literature. Both are flat uniform finishes, but the difference is more than colour: grey tin has
large orthorhombic crystals; white tin has finer hexagonal crystals, giving a denser structure which is
claimed to be more resistant to surface oxidation. The most commonly-found trade names for a tin
finish are ‘Omikron white tin’ (Florida Cirtech Inc.) and ‘Stannatech’ (Atotech).
Typical process steps for immersion tin are:
1. An acid cleaner to remove oxides, organics and developer residues.
2. A microetch to provide a slightly roughened clean surface.
3. A conditioner, that creates a uniformly active copper surface on which the reaction can take
place.
4. An immersion process carefully controlled to give a fine dense deposit of pure tin. [The
thickness1 of deposit varies: Omikron 0.6–0.7µm; Stannatech 0.85–1.0µm].

5.4. Immersion silver
Immersion tin has been generally favoured in Europe and North America, as against immersion
silver (also referred to as ‘IAg’), which was mainly used in Asia. However, immersion silver is
gaining popularity, partly because it does not need hazardous or toxic chemicals.
Unlike nickel, the silver layer (0.07−0.25µm thick) totally dissolves in the solder joint, leaving a
homogenous tin-lead-silver alloy joint directly onto the copper surface. The procedure is similar to
immersion tin: compared with ENIG, both processes are easier to control, have short process times
(high throughput), and operate at moderate temperatures. [The coating thickness depends on
immersion time and coating bath temperature, but the required thickness of silver can be deposited in
around 3 minutes at a bath temperature of 50°C].
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5.5. Organic board coatings
Introduction
The term ‘organic board coatings’ covers two distinct types of coating. The first type, and the older
of the two, is a relatively thick ‘varnish’ applied to the whole of a tin-lead finished board in order to
preserve its wettability during storage. Remnants of the coating are generally removed by cleaning
after soldering. [This type of coating must be distinguished from solder resist, a heat resistant organic
coating, with openings at the solder lands, which is intentionally non-wettable by solder.]
The second type of organic coating, and by far the most common nowadays, is a vanishingly thin
protective coating, applied just to the bare copper, which disappears during the actual soldering
process.

Protective coats
There are many proprietary organic coating materials. As they must not obstruct wetting and the flow
of solder to the soldering areas, they must either dissolve into or mix with the flux to a sufficient
extent. A typical coating is based on modified colophony (the ‘rosin’ used to make fluxes), usually
with an acrylate or epoxy ‘film former’ to prevents the colophony from crumbling, which would
cause contamination of tooling such as punches or dies. However, on boards with plated throughholes, the use of a film former is less desirable because its presence in the holes tends to retard the
filling of these holes with solder.
Such protective coats are applied by roller coating or dipping in a dilute solution, taking care that the
surface is clean. The optimum thickness for such coatings is of the order of 0.5mm. This thickness
provides adequate protection against fingerprints without hindering the action of the flux. Coating
thickness can be determined by weighing a metallic test plate before and after coating, provided that
the density of the dried solids of the coating solution is known.
The protective coat will in most cases reduce the wettability slightly, but, in the long term, the
wettability is better retained. The qualitative effects of storage time on the wettability of boards, for
coated, non-coated, and non-coated but packed
conditions are shown schematically in Figure 1.

Figure 1: The effects of storage time on the
wettability of PCBs
Reasonably good protection is provided if the
boards are sealed in polyethylene bags together
with silica gel (although polyethylene is not in fact
gas-tight). The maximum long-term storage life is
debatable, but should not exceed two years.

Organic Solderability Preservatives
Bare copper is only solderable when very fresh,
and needs protection from oxidation. A number of
organic ‘anti-tarnish’ finishes, or ‘corrosion inhibitors’, based on imidazole or triazole compounds,
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have been found to be effective against undesirable surface reactions on copper and copper alloys.
Most are only a few atoms thick and need to be deposited on very clean copper.

Figure 2: A PCB finished with an Organic Solderability Preservative
OSP coatings come in many different formulations, although with
similar basic chemistry. The differences include variations in
coating thickness, the use of a water base rather than a solvent
base, and whether some complex reaction products are involved.
Key issues in the specification and process control for these
coatings are:



Whether the base copper remains solderable after multiple
thermal cycles – this is needed for double-sided assembly.
The thickness of the coating – thicker coatings do not
always give enhanced protection and can make it more difficult to test the board.

5.6. Hot Air Solder Levelling
Introduction
Tim (and earlier tin-lead) has been a traditional track finish for many years because it protects the
underlying copper from attack during etching and, if correctly applied, has good solderability even
after a long shelf life.
Where boards have been made using electroplated tin as an etch resist, this can be prepared for solder
assembly by reflowing using hot oil or infrared systems. However, the etch resist plating is usually
insufficiently thick, and finishing is almost always carried out as a separate operation.
Apart from plating a thicker layer, there are two main
ways of applying a tin-lead coating:



by dipping in hot solder
by printing solder paste, and then fusing it by
infrared or convection reflow.

Whether plated, dipped or pasted, there is a major
drawback with reflowed tin-lead, that the fused
surface has a convex shape due to surface tension in
the molten solder.
Figure 24: Microsection of pad showing the domed
appearance of a reflowed tin/lead finish
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Self Assessment Questions
Based on your understanding of the printing process, what kind of problems might this lack of flatness
cause?
compare your answer with this one
Problems from lack of flatness
Potential problems caused are at


printing, because a sufficiently good seal between stencil and pad is not achieved



component placement, where the vision system may detect only the centre portion of the
pad, and the parts placed may skid across the surface.

Note that these problems are especially acute for fine-pitch work.

Achieving a flatter solder finish
A very widely-used method of producing a flatter surface finish on boards with devices down to
0.6mm lead pitch is ‘Hot Air Solder Levelling’ (HASL). The board, previously patterned with solder
mask, is first fluxed and then immersed in molten solder. Whilst the board is being withdrawn from
the solder pot, jets of hot gas are directed at both sides of the board through angled nozzles usually
referred to as ‘air knives’. These clear solder from the holes and blow away excess solder from the
pads, a process referred to as ‘levelling’. So as not to ‘freeze’ the solder coat, the temperature of the
air used is usually a little lower than that of the solder bath, at around 240°C.
The process can be carried out with the board held either vertically or horizontally: vertical HASL
(shown schematically in Figure 1) tends to give
better hole coverage, whereas horizontal HASL
gives flatter surface mount pads.

Figure 25: The process of hot air solder
levelling
The surface thickness range is 2–25µm, while
the thickness of coating in a hole can range
from 5–75µm, and at the corner of a hole it may
be <1µm. The thickness is determined by the
speed of withdrawal, the hot air temperature and
the air flow rate.
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